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1. Streaming Basics
1.1 Core Concepts
# Read stream
stream_df = spark.readStream
    .format('kafka')
    .option('kafka.bootstrap.servers', 'host:9092')
    .option('subscribe', 'topic')
    .load()

# Write stream
query = stream_df.writeStream
    .format('delta')
    .option('checkpointLocation', 'checkpoint/')
    .outputMode('append')
    .start('output/')


2. Triggers
2.1 Trigger Types
# Process as fast as possible (default)
.trigger(processingTime='0 seconds')

# Fixed interval
.trigger(processingTime='1 minute')

# Once (batch-like)
.trigger(once=True)

# Available now (process all available, then stop)
.trigger(availableNow=True)
3. Watermarks
3.1 Late Data Handling
# Define watermark for late data
df.withWatermark('event_time', '10 minutes')
    .groupBy(
        window('event_time', '5 minutes'),
        'device_id'
    )
    .agg(avg('value'))

# Data arriving > 10 min late is dropped
3.2 Checklist
1. ☐ Set checkpoint location
1. ☐ Choose appropriate trigger
1. ☐ Define watermarks for windowed aggregations
1. ☐ Monitor streaming metrics
1. ☐ Handle failures with checkpoint recovery
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